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1 Introduction - What is Mathematics?

First and foremost, mathematics is not encompassed by the Junior or Leaving
Certificate.

“Pure” mathematics, for the most part, is not concerned with solving compli-
cated looking equations, fiddling around with prime numbers, or rehashing
old formulas – like is portrayed in TV and film. Pure mathematics as a whole
bridges the methodologies of science and philosophy. This doesn’t mean that
pure mathematics has no applications, but it does mean the object of prin-
cipal concern is the theory behind an idea, and not its implementation or
practise. Some of the world’s leading universities say this about pure math-
ematics:

• (MIT) “Its purpose is to search for a deeper understanding and an
expanded knowledge of mathematics itself.”

• (Oxford) “Above all, mathematics is a logical subject, and you will
need to think mathematically, arguing clearly and concisely as you
solve problems.”

• (Waterloo) “Mathematics is both an art and a science, and pure math-
ematics lies at its heart. Pure mathematics explores the boundary of
mathematics and pure reason. It has been described as “that part of
mathematical activity that is done without explicit or immediate con-
sideration of direct application,” although what is “pure” in one era
often becomes applied later. Finance and cryptography are current
examples of areas to which pure mathematics is applied in significant
ways.”

In many ways, mathematics is closer to philosophy than you might realise.
In particular, research in one of its largest areas – abstract algebra – has
often been compared to studying “applied philosophy”, or “philosophy where
the questions are extremely precise and technical”.

There are many areas in mathematics studied by philosophers alongside
mathematicians – set theory and logic being the prime examples. As well as
this, mathematics can provide a window into philosophical arguments. Kurt
Gödel, a famous logician, provided a formal (in the sense of using logical
symbols) ontological argument – an argument for the existence of God.

Overleaf I’ve included some comic strips by writers who try to express this
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broader view of mathematics. Two of the most well known are Saturday
Morning Breakfast Cereal and xkcd.

While there will be a philosophical aspect to this course, we will mainly
strive to see how pure mathematics is applied to various disciplines, including
finance, game theory, astronomy, and computer science: all subjects seriously
considered by academics and major corporations across the world. We will
focus on each of the below topics, discussing some of the theory then solving
problems with what we know.
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2 Topic 1: Probability Puzzles

Here are some sample questions to get us started:

1. Flipping a fair coin, what is the probability of it landing on heads?

What about two fair coins – what is the probability they both land on
heads? What is the probability at least one lands on heads?

2. When rolling a fair (6 sided) dice, what is the probability of getting a
2?

What if I rolled the dice in secret, and told you I got an even number.
Now, what is the probability I got a 2?

3. How many different ways can I rearrange the letters of CAR? How
about HOUSE? How about BLACKBOARD?

Rules that we discussed when answering these problems are actually true in
much more general contexts.

Definition. Let L be a set of possible outcomes and let A be an event.
Then:

P(“event A occurs”) = P(A) = number of outcomes with event A
number of possible outcomes .

E.g. when flipping a coin, the outcomes are {Heads, Tails}, hence

P(Heads) = 1
2
.

When two events are mutually exclusive (cannot occur together) then we
can add probabilities:

P(A or B) = P(A) + P(B).

E.g. when rolling a dice,

P(2 or 3) = P(2) + P(3) = 1
6
+ 1

6
= 1

3
.

When two events are independent (one does not affect the outcome of the
other) then we can multiply probabilities:

P(A and B) = P(A)× P(B).
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E.g. when rolling two dice,

P(2 on dice 1 and 3 on dice 2) = P(2)× P(3) = 1
6
× 1

6
= 1

36
.

Finally, we can calculate the probability an event does not happen:

P(event A does not occur) = P(Ac) = 1− P(A).

E.g. when rolling a dice, what is the probability I don’t roll a 6? It’s 5
6
, which

is 1− 1
6
= 1− P(6).

Example. Complete the following examples:

1. You are the captain of a submarine. You have two torpedoes. Each
torpedo hits a ship independently with probability 1

3
. What’s the prob-

ability you will hit a ship?

2. You start out with 1 dollar and your friend starts out with 2 dollars.
You bet 1 dollar until one of you runs out of money. You have a 2

3

chance of winning each bet. What is your chance of winning?

3. You flip a weighted coin that comes up H with probability 0.4 and T
with probability 0.6. If you flip the coin 5 times, what is the probability
that you see at least 3 tails?

2.1 Conditional Probability

What about when events are not independent? This brings us to conditional
probability ; calculating the probability of an event given you know another
event has occurred.

Example. Recall the example from the beginning: I roll a dice in secret.
Given I got an even number, what is the probability I rolled a 2?

How is this different from the probability of rolling a 2?

We have a special symbol for this: P(A|B).
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Definition. The probability of event A occurring, given event B has already
occurred, is P(A|B). It is defined in value by:

P(A|B) = P(A and B)
P(B)

.

E.g.

P(2|even number) = P(rolling an even number and that number is 2)
P(rolling an even number) = 1/6

1/2
= 1

3
.

Example. 1. You are the captain of a submarine. You have two tor-
pedoes. Each torpedo hits a ship independently with probability 1/3.
What’s the probability you will hit a ship?

You are the captain of that same submarine. You can see a sinking
ship on the horizon. What’s the probability both of your torpedoes hit
the ship?

There is a famous theorem due to Bayes that will help you calculate condi-
tional probabilities, by changing the order of events:

Theorem 2.1. Given events A and B, P(A|B) = P(B|A)P(A)
P(B)

.

This can be tricky, so we’ll do a worked example first.

Example. There are 2 boys and 10 girls in a nursery. A new baby is just
born inside the room. We pick randomly a baby from the room, it turns out
that the baby is a boy. What is the probability that the new baby just born is
a boy?

We want P(new baby is a boy|observed a boy). By Bayes’ theorem, this is
equal to

P(observed a boy|new baby is a boy)P(new baby is a boy)
P(observed a boy) .

Let’s break this down into three calculations:

• P(observed a boy|new baby is a boy). Given the newborn is a boy,
there are 3 boys and 10 girls in the nursery. The probability of picking
a boy out of this room is thus 3

10+3
= 3

13
.

• P(new baby is a boy). This is just 1
2
. (Why?)

7



• P(observed a boy). This is tricky, because we don’t know whether the
newborn is a boy or a girl. Half the time the newborn is a boy, so the
probability of choosing a boy out of the room is 3

10+3
= 3

13
. The other

half of the time the newborn is a girl, so the probability of choosing a
boy out of this room is now 2

11+2
= 2

13
. Therefore:

P(observed a boy) = 1
2
× 3

13
+ 1

2
× 2

13
= 5

26
.

The final figure is (3/13)(1/2)
(5/26)

= 3
5
.

Example. 1. Suppose I have two coins - one is fair, the other one has
two heads. I randomly select one of those coins, flip it three times in a
row, and get heads each time. What is the probability I’m flipping the
fair coin?

2. Surprising fact: show the above example about babies in the nursery
does not depend on the number of girls in the nursery.

2.2 Expectation

We can use probability to determine what outcome is expected from a series
of events, or the average outcome of a random variable. We won’t define
“expected value” mathematically, but get a feel for it through examples.

Example. 1. What is the expected value of a dice roll? “1” is rolled 1
6
-th

of the time, “2” is rolled 1
6
-th of the time, etc. The expected value is:

1× 1
6
+ 2× 1

6
+ 3× 1

6
+ 4× 1

6
+ 5× 1

6
+ 6× 1

6
= 3.5.

Notice we can never roll “3.5” but this is the average of all rolls - if
I rolled a dice 100 times, I’d expect the average of all the rolls to be
around 3.5.

2. Suppose we play a game tossing two fair coins. If we both get Heads,
you win 1 euro. If we both get Tails, you lose 2 euro. Otherwise, you
get 25 cent. Should you play this game? How much do you expect to
win?
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So, 1
4
of the time you win 1 euro, 1

4
of the time you lose 2 euro, and 1

2

the time you win 25 cent. The expected value of this game is

1× 1
4
+ (−2)× 1

4
+ (0.25)× 1

2
= −1

8
.

Again, you’ll never lose 1
8
-th of a euro, and your bank balance when

you stop playing will never be “−1
8
”, but if you played the game long

enough you would “expect” to lose 1
8
-th of a euro on average.

3. In your game, you have a deck of shuffled cards: the player wins 100
euro if they pull out the 10 of spades or the queen of hearts. They win
nothing if they pull out any other card. What price should you set for
this game?

There are 2
52

cards that lead to a win, so their probability of winning
is 2

52
. The expected payoff for this game is 100 × 2

52
+ 0 × 50

52
≈ 3.85

euro. If you want to make a profit, you should charge more than this.

Summary Questions

1. What is the probability two people in the class share a birthday?

2. Suppose you have ten dies with six faces each. If you randomly throw
these dies, what the probability that the sum of all the top faces is
divisible by 6?

3. You roll 3 dice. If you get the same number, you earn 10 euro. If
you get two numbers the same, you get 5 euro. If the numbers are all
different, you lose 2 euro. What is the expected value you win?

4. If you throw a dice and can choose to take the initial score or roll again,
and you will get 1 euro for rolling 1, 2 euro for rolling 2 etc, what is
the fair price for this game?

5. A coin is flipped 100 times and you can ask one yes/no question about
the sequence of results. You then guess the sequence and get one dollar
for every correct flip and lose one dollar for every incorrect flip. Find
a good strategy and give its expected return.
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3 Topic 2: Computability Theory

Some questions to get us started:

• How can we determine if a given statement is true or false?

• What does it mean to “compute” something?

• How can we determine precisely the limitations of computers?

To answer these questions, we must consider the sort of object we are dealing
with here: a computer. A computer is determined by a finite set of instruc-
tions that, when given a statement, uses these instructions to determine if
that statement is true or false. From this, the computer can execute a finite
series of explicitly determined tasks, all based on its initial list of instructions
to follow. These “instructions” are known as algorithms.

The “concept” of an algorithm has been around since antiquity, however the
“notion” of algorithm was not formalised until the early 1900’s. Babylonian
mathematicians circa 2500 BC were describing the use of algorithms, and this
process continued among Egyptian, Greek, and Arabic mathematicians for
thousands of years. Finally in the 1930’s, Alan Turing defined the concept of
an algorithm in purely mathematical terms, by describing “basic” or “simplest
possible” theoretical computers known as Turing machines. We will see what
exactly these “Turing machines” are later – but know that an “algorithm” is
just “whatever a Turing machine can do”.

Before we get to Turing machines, we’ll begin with one of the most famous
examples of an algorithm: Euclid’s GCD (“Greatest Common Divisor”) algo-
rithm.

Example. Euclid (in around 300 BC) set out an explicit procedure for cal-
culating the greatest common divisor (GCD) of two given natural numbers.
The GCD of numbers n,m is the largest natural number g such that g divides
both n and m without remainder. (For example, the GCD of 50, 72 is 2, the
GCD of 10, 20 is 10, and the GCD of 17, 123 is 1.)

The algorithm is as follows: take two natural numbers n,m where n < m.
The GCD of n,m is actually the GCD ofm−n, n. Since the numbers involved
become smaller (m − n, n is smaller than m,n), if we continue this process
we eventually reach 0, a. Then a is the GCD of n,m.
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For example, let us consider the GCD of 252, 105. This is the GCD of (252-
105 =) 147, 105. This is the GCD of (147-105=) 42, 105. This is the GCD
of (105-42=) 63, 42. This is the GCD of (63-42=) 21, 42. This is the GCD
of (42-21=)21, 21. This is the GCD of (21-21=) 0, 21. We conclude that 21
is the GCD of 252, 105.

Note that an algorithm is not a proof, and I have not proven why this algo-
rithm works!

We can see this is an algorithm, as it is given by a finite set of instructions
and requires a finite amount of time to give an answer. Again, note that I
have not made any comments on its efficiency, or how long it takes to run,
or even how complicated the instructions are. For us, it suffices just that the
algorithm exists.

Example. What other algorithms do you know?

A Turing machine is a kind of computer which applies simple operations
working with a limitless memory – the memory is an infinite (‘paper’) tape
divided into squares. Each square contains one symbol from a fixed finite
set, the tape alphabet. At any stage of a computation, the “machine” can
read the symbol written on the tape square (“access its memory”), chose to
replace the symbol with a different symbol, change “state”, then choose to
move left or right along the tape.

This is an illustration of a Turing machine – see the machine’s “programming”
displayed behind it.

Figure 1: Image credit: Bob Nystrom.
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Before we formally define Turing machines, let’s take a look at this video.

Definition. A Turing machine is given by the following data:

• A tape divided into consecutive cells, each containing either a blank
space or a symbol from a finite set of symbols. (The tape, in total,
should have only finite many non-blank cells.)

• A head that can read/write symbols and move one space left or right.

• A finite set of states of the Turing machine. Among these states is
the unique starting state where the Turing machine is initialised, and
a finite set of halting states where computation is ordered to stop.

• A finite table of instructions, of the following form:

“Given the machine is in state XYZ, and reads symbol ? on the tape,
do the following: replace ? with symbol †, change state to ABC, and
move the head left/right.”

Examples become complicated quickly. There are multiple resources online
(see here) that allow us to visualise more complicated Turing machines.

Definition. An algorithm is the table of instructions of some Turing ma-
chine. A “problem” can be solved algorithmically if it can be solved by a
Turing machine.

Any problem solvable by a Turing machine is decidable.

Example. There are plenty examples of decidable problems:

1. Determining the GCD of two natural numbers.

2. Determine if a given natural number n is prime.

3. Determining the solutions to any quadratic equation ax2 + bx+ c = 0.

4. Determining whether two knots are equivalent.

(I’m being rather vague on this one, as to formally state the problem
we require more advanced mathematics. See here for the statement of
the problem.)
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Of course, there are undecidable problems.

Definition. A problem is undecidable if there does not exist a Turing ma-
chine to solve it.

For these problems one is required to mathematically prove no Turing
machine exists to solve the problem – that it is impossible “for a com-
puter” to solve this problem, as there is something intrinsically difficult about
the problem making it impossible to solve in a finite amount of time with
finite instructions.

To emphasise: if you prove that a problem is “undecidable”, you are proving
that no computer ever can solve the problem – that means no computer in the
future can solve the problem, and in particular (say) no quantum computer
can solve the problem.

Example. There are also plenty of examples of undecidable problems, though
most of them are in mathematical fields too complicated to introduce today.
Here are two more friendly-looking undecidable problems:

1. Determining whether a player has a winning strategy in a game of
Magic: The Gathering.

This is quite a new result (see here for the proof).

2. Given an equation in any number of variables with whole number co-
efficients (e.g. “x2 + 2yz − 17w3 = 44”), determine whether or not the
equation has whole number solutions.

Note that this problem isn’t asking what the solutions are, just to de-
termine whether or not solutions exist. (This is known as “Hilbert’s
Tenth Problem”, as it was number ten on his list of 23 problems pre-
sented to the International Congress of Mathematicians in 1900. The
proof of this undecidability was completed by Yuri Matiyasevich in
1970 building on earlier work by Julia Robinson, Hilary Putnam and
Martin Davis.)

There is also an overlap between “decidability” and game theory; there exist
two player games for which it is undecidable whether player 1 or player 2 has
a winning strategy. For example, the following problem is in fact open:

Given finitely many chess pieces on an arbitrarily large edgeless board, can
White force checkmate?
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4 Topic 3: The Cosmic Distance Ladder

Material for this section will be adapted from Professor Terrance Tao’s lecture
on “The Cosmic Distance Ladder” delivered to the Royal Irish Academy for
the 2020 Hamilton Lecture.

In this section, we will explore how the ancient Greeks could make (literal)
astronomical measurements with a surprising degree of accuracy. After all,
how can you measure the circumference of the Earth (indirectly)? A harder
question: how many you measure the distance to the Sun? We can only do
this indirectly (in 2021).

The answer is using trigonometry.

4.1 Recall Trigonometry

The word “trigonometry” comes from the Greek words “trigon” (triangle)
and “metria” (measure). For this section, we only need basic facts about
right-angled triangles.

Figure 2: Image credit.
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Finally, we need two basic facts about circles: given a circle of radius r, the
circle’s area is πr2, and the circle’s circumference is 2πr.

4.2 Step 1: The Earth

The Cosmic Distance Ladder is the method astronomers use to indirectly
measure large distances and sizes, using direct (or even indirect) local, small
measurements. The first “rung” on the ladder is measurements relating to
the Earth. The most basic calculation one can ask about the Earth is it’s
size - but before we can calculate its size, we must know its shape.

Let’s pretend you’re in ancient Greece, with nothing but time on your hands.

How can you tell the Earth is a sphere?

Aristotle circa 350 BCE gave a convincing indirect argument that the Earth
is round, by looking at shadows on the moon. Aristotle knew that lunar
eclipses only occurred when the Moon was directly opposite the Sun (from
the perspective of the Earth), and he deduced that these eclipses were caused
by the Moon passing into the shadow of the Earth given by the Sun. However,
for every eclipse the shadow of the Earth on the Moon was always a circular
arc – no matter from where the Moon entered the Earth’s shadow. In order
for Earth’s shadows to always be circular arcs, the Earth must be round.

What is the radius of the Earth?
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Eratosthenes (276-194 BCE) computed the circumference of the Earth to
be about 40,000 km (in modern units; 250,000 “stadia” in his units). The
argument was again indirect, but now relied on looking at the Sun. The
story goes, Eratosthenes read in one of the Library’ of Alexandria’s many
manuscripts an account of a dried up well in Syene, Egypt that you could see
the bottom of perfectly (no shadows) when the sun was directly overhead at
noon on the summer solstice. This sparked his curiosity and he set out to
make the same observation in Alexandria. On the next solstice, he watched
as the shadows grew small – but did not disappear, even at noon.

The length of the shadows in Alexandria indicated that the sun was not per-
fectly, directly overhead – using the shadow of a vertical pole, Eratosthenes
measured it as being seven degrees away from being directly overhead. Er-
atosthenes realised that the only way for the shadow to disappear at Syene
but not at Alexandria was if the Earth’s surface was curved. Since a full cir-
cle contains 360 degrees, it meant that Syene and Alexandria were roughly
one fiftieth of the Earth’s circumference away from each other.

Figure 3: Image credit.

Knowing that Syene is roughly 5000 stadia away from Alexandria (from trad-
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ing caravans and other sources), Eratosthenes calculated that the circumfer-
ence of the Earth was about 250,000 stadia – about 40,000 km (we’re not
exactly sure how big a stadia is, but we think this conversion is correct).
This is remarkably accurate – the true circumference of the earth is about
40,075 km.

Using the formula Circumference = 2πr, we can also calculate the radius of
the Earth from this measurement.

Now, let’s leave the Earth and move to the next rung of the ladder – the
Moon.

4.3 Step 2: The Moon

Some basic questions about the Moon the ancient Greeks could answer:

What shape is the Moon?
How large is the Moon?

How far away is the Moon?

Aristotle argued that the Moon was a sphere (rather than a disk) because
the terminator (the boundary of the Sun’s light on the Moon) was always a
elliptical arc (not a circular arc - the arc was in the shape of an ellipse).

Figure 4: Image credit.
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Aristarchus circa 270 BCE computed the distance to the Moon, from the
Earth, indirectly – using the Sun. Aristarchus knew that lunar eclipses were
caused by the Moon passing through the Earth’s shadow, and the shadow of
the Earth is about 2 Earth radii wide. Aristarchus used basic information
about the lunar cycle to complete his calculation: the maximum length of
a lunar eclipse is about three hours, and it takes about one month for the
Moon to make a full orbit of the Earth. Assuming the speed of the Moon is
constant:

2π × distance to Moon
1 month

=
2 Earth radii

3 hours
.

Converting months to hours gives you that the Moon is 60 Earth radii away.

Figure 5: Image credit.

Using the same logic, the Moon takes about two minutes to set (2 minutes
from when the bottom of the Moon touches the horizon to when the top
of the Moon touches the horizon, and is no longer visible). The Moon also
takes about 24 hours to make a full rotation around the Earth. Again, this
is enough to calculate the radius of the Moon in terms of its distance:

2π × distance to Moon
24 hours

=
2 Moon radii
2 minutes

.

This gives us that the radius of the Moon is about 1
180

-th of the distance from
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the Moon to the Earth; the radius of the Moon is about 1
3
the radius of the

Earth.

How does this compare to the actual measurements? Not bad, but not as
accurate as they could be. The distance between the Earth and the Moon
varies between 57 and 63 Earth radii, and the radius of the Moon is about
0.273 times that of the Earth (not 0.33 . . . ). Where did Aristarchus go wrong?

Crucially, his method was correct, but the numbers he was working with were
too imprecise. Some of the problems were:

1. He didn’t have an accurate value for π (he would need to wait about
50 years to get one).

2. He was severely limited in his instruments – he didn’t have a telescope,
for one, nor an accurate timekeeping device (they hadn’t been invented
yet). So he had to eyeball the measurements about the Moon (when it
passed into the Earth’s shadow, when it touched the Earth’s horizon
while setting) and use sundials and simple counting for timekeeping.

3. Also, the original calculation was slightly more complicated than this
to account for the penumbra and the curvature of the Sun.

4.4 Step 3: The Sun

We move up to the next “rung” of the Cosmic distance ladder: the Sun. Some
basic questions are:

How large is the Sun?
How far away is the Sun?
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First, we need to recall the trigonometry notions we discussed last week.

Next, we need one new piece of trigonometry: similar triangles. Two triangles
are called “similiar” if their corresponding angles are the same, and their
corresponding sides are scaled by the same proportion. In other words, they
are the same “shape”.

Figure 6: Image credit.

Note they don’t have to be right angled triangles to be similar.

This is a useful idea, because of solar eclipses. During a solar eclipse, the
Moon perfectly1 covers the Sun. Aristarchus had concluded the radius of the
Moon was 1

180
th the distance between the Moon and the Sun. Using similar

triangles, we can see that the radius of the Sun is 1
180

th the distance between
the Sun and the Earth:

Figure 7: Image credit.
1Very close to perfectly, at least. The Ancient Greeks didn’t have telescopes, so they

couldn’t see any discrepancy.

https://mathbitsnotebook.com/Geometry/Similarity/SMProofs.html
https://stardate.org/nightsky/eclipses


So, the next task for Aristarchus was to compute the distance between the
Earth and the Sun. For this, he used the distance to the Moon – the previous
run in the Cosmic Distance Ladder.

Aristarchus knew that new Moons occur when the Moon is between the Earth
and the Sun, and full Moons occur when the Moon is directly opposite the
Sun (and not in the Earth’s shadow). Finally, he knew half Moons occurred
when the Moon formed a 90 degree angle between the Earth and Sun:

Figure 8: Image credit.

Looking at this diagram, we see half Moons occur slightly closer in time
to new Moons than to full Moons. Aristarchus thought that half Moons
occur 12 hours before the midpoint between a new Moon and a half Moon.
Unfortunately, with Ancient Greek technology, it was hard to time the phases
of the Moon correctly. Remember, Aristarchus didn’t have a telescope (so
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had to take these measurements by eye). Also, the only accurate clock at
the time was the sundial – which tend to perform poorly at night. The true
time discrepancy is about 17 minutes, not 12 hours.

Can we work out θ from this?

θ = 90◦ − (360◦ × 17 minutes
1 month

) ≈ 89.85◦.

cos(θ) = distance to Moon
distance to Sun

distance to Sun = distance to Moon
cos(θ)

≈ 390 times the distance to the Moon.

Using his measurements, Aristarchus thought the distance to the Sun was
about 19 times the distance to the Moon – importantly, though, his method
was correct. In addition, even with his incorrect measurements, he was able
to conclude another important fact: the Sun is much larger than the Earth.

Using his figures, Aristarchus thought the radius of the Sun was 1
180

the
distance to the Sun, which he thought was 19 times the distance to the
Moon, which recall from the previous rung is 60 Earth radii away. Therefore
Aristarchus thought the radius of the Sun was 7 times larger than the radius
of the Earth; using our modern measurements (but the same method!) we
know it’s actually about 110 times bigger.

According to Aristarchus, the Sun was very large and far away (to the
Earth), therefore it was preposterous to think that the Sun orbited the
Earth. Aristarchus was the first (Western) astronomer to propose the he-
liocentric model of the solar system – 1700 years later, Copernicus would
credit Aristarchus for this idea.

4.5 Step 4: Higher rungs

The next rung on the Cosmic Distance ladder is the distances between the
Sun and the other planets of the Solar system.

What is the distance between the Sun and Mars?
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Nicolas Copernicus (1473–1543), with the heliocentric model, was able to
determine the distance between the Sun and Mars was about 1.5 times the
distance between the Earth and the Sun. Notice the large gap in time between
the Ancient Greeks and Nicolas Copernicus – time was needed to invent basic
scientific instruments to properly view Mars and determine where exactly in
the sky it is.

However, when one takes detailed measurements of the movement of Mars
through the sky, as Tycho Brahe (1546–1601) did, one notices problems with
the distance proposed by Copernicus. Johannes Kepler (1571–1630) reasoned
that the orbits of the planets, Earth included, were not quite circular – they
were ellipses. At different points of the year, the Earth (and all the other
planets) could be slightly closer or further away to the Sun.

This presents a big problem – if one wants to determine the orbit of Mars,
based on measurements from Earth, one needs to know precisely the orbit of
Earth. In addition, we don’t even know the distance between Mars and the
Earth, so it seems impossible to work out the orbit of Earth from Brahe’s
data. However Kepler did manage to solve the problem, using “triangulation”:
he knew that Mars had an orbit of 687 days, so he treated Mars as “fixed”
and took measurements from Brahe’s data every 687 days.

Figure 9: Image credit.
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Once we knew the position of Earth precisely, one can use the same trick
of triangulation (and Kepler’s three laws; astronomical principles which he
formulated based on this research) to determine very precisely the distance
between any planet and the Sun.

There are higher rungs on the ladder – the speed of light, the distance between
stars, the size of the Milky Way and the size of the observable universe – all
of which are covered in Professor Terrance Tao’s talk here. A draft of the
slides from the talk is available here.

Suppose you’re in the 17th century. How do you measure the speed of
light? (Do you know that it’s finite?)

(See the Wikipedia page explaining Ole Rømer’s discover here.)
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5 Topic 4: Machine Learning

(Source 1, Source 2, Source 3)

We have heard of “Machine Learning” as a buzzword for the past few years;
reasons for this might be the high amount of data produced by everyone, or
the increase of computation power in the past few years, or the development
of better algorithms and the introduction of “deep” learning.

Machine Learning is used anywhere from automating mundane tasks to of-
fering intelligent insights: industries in every sector try to benefit from it.
You may already be using a device that utilizes it: for example, a wearable
fitness tracker like Fitbit, or an intelligent home assistant like Alexa (ac-
tually, in 2021 many data-processing companies such as Google, Amazon,
Facebook/Instagram use machine learning techniques). But there are much
more examples of ML in use.

• Prediction – weather, banking/stocks, flight patterns, etc.

• Image recognition – facial detection in an image, image classification.
Recently, “deep fakes” have highlighted achievements in this area (see
video from Rijksmuseum).

• Speech and handwriting recognition – Alexa, Google Home, Siri and
various note-taking apps use this.

What are some examples you have heard of?

Figure 10: Image credit.
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“Machine learning” is a category of algorithms that allow software applica-
tions to become more accurate in predicting outcomes without being ex-
plicitly programmed to. The basic premise of machine learning is to build
algorithms that can receive input data and use statistics to predict an output
while updating outputs as new data becomes available. Broadly, there are
three types of ML algorithms:

1. Supervised Learning algorithms – the computer is provided with
example inputs that are labelled with the desired outputs. The purpose
of this method is for the algorithm to be able to “learn” by comparing
its actual output with the “taught” outputs to find errors, and modify
the model accordingly. Supervised learning therefore uses patterns to
predict label values on additional unlabelled data.

For example, with supervised learning, an algorithm may be fed data
with thousands of images of sharks labelled as “fish” and thousands of
images of oceans labelled as “water”. By being trained on this data, the
supervised learning algorithm should be able to later identify unlabelled
shark images as “fish” and unlabelled ocean images as “water”.

2. Unsupervised Learning algorithms – data is unlabelled, so the
learning algorithm is left to find commonalities among its input data. It
is commonly used for transactional data: one may have a large dataset
of customers and their purchases, but as a human you will likely not
be able to make sense of what similar attributes can be drawn from
customer profiles and their types of purchases. With this data fed
into an unsupervised learning algorithm, it may be determined that
women of a certain age range who buy unscented soaps are likely to
be pregnant, and therefore a marketing campaign related to pregnancy
and baby products can be targeted to this audience in order to increase
their number of purchases.

3. Reinforcement Learning algorithms – a reinforcement learning al-
gorithm, usually programmed into a physical robot, learns by interact-
ing with its environment. The robot receives rewards by performing
correctly and penalties for performing incorrectly. The robot learns
without intervention from a human by maximizing its reward and min-
imizing its penalty.

Do you know any examples of each of these types of learning algorithm?
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Figure 11: Image credit.

We will focus on deep supervised learning algorithms, specifically relating
to images. This covers identifying objects in images, recognising handwrit-
ing, automatically colouring black-and-white photos, and “deep fakes”. It is
connected to automatic machine translation and automatic text generation.

Figure 12: Image credit.
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5.1 Deep Learning

Let’s focus on the example of recognising a single, hand drawn digit. How
would you create an algorithm to solve this problem?

The key behind deep learning is its use of “neural nets”; layers of nodes (“neu-
rons”) programmed into the machine which are trained to capture specific fea-
tures of an inputted image. For example, when training a digit recognition
algorithm, your inputted date is a 28 x 28 pixel square like the following:

Figure 13: Image credit.

Specifically, for this example, your input data is the colour of (28×28 = )
784 different pixels. There are more complicated ways of feeding data into
the neural net, including passing it through several “filters” to reduce the
amount of data or highlight certain features. However, the end result is still
some numbers feeding into a column of input neurons:

Figure 14: Image credit.
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There are several layers between the input neurons, which take in data, and
the output neurons, which output either “0”, “1”, “2”, . . . , “9”. (Actually, the
final output is a probability that the given input is one of the output numbers
– maybe 1% probability the input is “0”, a 1% probability the input is “1”,
etc, and a 91% probability the input is “9”.) These layers are what make the
neural network “deep”.

Figure 15: Image credit.

What happens in these “hidden” layers? A very simple neuron could take
two inputs, then does three things: multiplies each input by a predetermined
number (a “weight”), add them altogether with another number (a “bias”)
then takes the maximum with 0 (“applies an activation function”). Diagra-
matically:

Figure 16: Image credit.
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We have predetermined weights w1, w2 and bias b. On inputs x1, x2, the three
steps are:

1. Multiply by the weight: x1 × w1, x2 × w2.

2. Add together with bias: x1w1 + x2w2 + b.

3. Take maximum: max(0, x1w1 + x2w2 + b).

So the input to the neuron is x1, x2 and the output y = max(0, x1w1+x2w2+
b). This then feeds into the next neuron, forming the neural net. This process
of passing inputs forward to get an output is known as feedforward. Below
is an example of a neural network (“neural net”) even simpler than our digit
recognition example – it has two inputs, a single “hidden” layer, and one
output.

Figure 17: Image credit.

An example of this could be training a neural network to predict the like-
lihood of a person developing diabetes; the input could be the height and
weight of a person, the output could be the percentage chance they develop
diabetes in the next five years.

Of course, we need to answer the question: where do we get the weights
and bias? I.e. what are w1, w2 and b? These numbers will be crucial to
determining whether your deep learning algorithm works as it should, and
this is what your algorithm “learns” from the training data.

5.2 Training

Recall that this is supervised learning – the algorithm is given labelled data,
so should know when it has finished its calculation whether it has made an
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accurate prediction or now. The sample data for the above neural net could
be the height and weight of ten thousand people, and labels saying “yes” or
”no” depending on whether they developed diabetes in the five years after
the measurements were taken.

But before we train our network, we need to quantify what is a “good” solution
and what is a ”bad” solution – so we always know what a “better” solution
could look like. How can we do this?

We can do this by defining a “loss” function; a measure of how far off the
neural net was in labelling the data correctly. A common one is the mean
squared error loss, defined as follows:

MSE =
1

n
[(y1 − ŷ1)2 + (y2 − ŷ2)2 + · · ·+ (yn − ŷn)2] =

1

n

n∑
i=1

(yi − ŷi)2,

where n is the number of samples we have taken, “
∑

” is the mathemati-
cal symbol for “sum”, yi is true, correct answer for sample i, and ŷi is the
predicated, guessed answer by the algorithm. Take a look at the following
example table to fully understand this:

Data yi ŷi
Ailbhe: 1.6m, 50kg 2% 5%
Brendan: 1.8m 90kg 10% 8%
Caoimhe: 1.4m 100kg 80% 85%
Deirdre: 2m 90kg 40% 40%
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In this example, n = 4. The loss function tells us:

MSE =
1

4
((2− 5)2 + (10− 8)2 + (80− 85)2 + (40− 40)2) = 9.5

This number doesn’t really have a huge amount of meaning on its own – all
we know is that it’s a measure of how “bad” the neural net was. Suppose I
changed the weights w1, w2 and bias b – with the same input, I would get a
slightly different output ŷi. For example:

Data yi ŷi
Ailbhe: 1.6m, 50kg 2% 6%
Brendan: 1.8m 90kg 10% 9%
Caoimhe: 1.4m 100kg 80% 80%
Deirdre: 2m 90kg 40% 45%

Again, n = 4, and the mean squared error is:

1

4
((2− 6)2 + (10− 9)2 + (80− 80)2 + (40− 45)2) = 10.5.

Is this better or worse? Have a made a good change to my neural net,
or was my new choice of w1, w2, b worse than my old choice? How do you
know?
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So really, we want to pick values w1, w2, b that minimize, or make as small as
possible, the mean squared error MSE. This is in general not an easy thing to
do, and to do it properly requires mathematics you wouldn’t see until you’re
at university.

However, the basic idea is called backpropagation. The method is to start out
with some hand chosen (or randomly chosen) values for w1, w2, and b (e.g.
w1 = 1, w2 = 1, b = 0 is common), then calculate the mean squared error on
a subset of your training data. We then make a small change to the values of
the weights and biases (e.g. w1 = 2, w1 = 0, b = 1) and calculate the mean
squared error again – if it has increased, then we know we have made a bad
change, and discard it. If it has decreased, we know we have made a good
change, and keep it. We continue doing this until we reach a value of MSE
that seems as small as possible – that any change of w1, w2, b makes the MSE
bigger. This is the minimum (it is often not zero) and with these values of
w1, w2, b the neural net is considered trained.

Two big questions:

1. How do we choose new values of w1, w2, b?
The hard mathematics that I’m not presenting actually gives you “smart”
values of w1, w2, b to try, based off the current MSE and w1, w2, b.

2. How do you know you’ve reached a minimum?
This is also a genuinely hard problem – it could be the case that you’re
in a local minimum, where if you made a dramatic change (not a small
change) you get a smaller MSE. This is always a problem, but more
advanced machine learning algorithms are developed to tackle issues
like these.

5.3 Examples and Applications

Now we know how it works, let’s see what we can do.

1. machinelearningforkids.co.uk.

2. Experiments with Google (example: QuickDraw).

3. TensorFlow (hard; requires programming/computer knowledge). Ten-
sorFlow Lite Examples (e.g. style transfer).
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6 Overview

6.1 Topic 1: Probability

We first defined the probability of an event, then spoke about mutually ex-
clusive and independent events. We focused on conditional probability, then
ended the section with some details on “expectation”.

Summary Questions

1. There are 2 boys and 10 girls in a nursery. A new baby is just born
inside the room. We pick randomly a baby from the room, it turns out
that the baby is a boy. What is the probability that the new baby just
born is a boy?

2. (The Birthday Problem) What is the probability two people in the class
share a birthday?

3. Suppose you have ten dies with six faces each. If you randomly throw
these dies, what the probability that the sum of all the top faces is
divisible by 6?

6.2 Topic 2: Computability

We spoke about the concept of algorithms, and how to formally define them
by Turing Machines. We mentioned decidable and undecidable problems –
problems computers can and cannot solve.

Summary Questions

1. Give an algorithm for determining the GCD to two numbers.

2. (Unknown) Given finitely many chess pieces on an arbitrarily large
edgeless board, can White force checkmate?
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6.3 Topic 3: The Cosmic Distance Ladder

We talked about the trigonometry the Ancient Greek astronomers and math-
ematicians used to compute basic facts about celestial bodies: their shape
and their distances to one another.

Summary Questions

1. How can you tell the Earth is round?

2. What is the radius of the Moon?

3. How can you calculate the distance from the Earth to the Sun?

6.4 Topic 4: Machine Learning

Finally, we spoke about machine learning, where we discussed some examples
we see in the modern world and the different machine learning algorithms.
We focused on the example of handwriting recognition and went through
a neural network for this problem in detail. Today, in groups we took an
example project on machinelearningforkids.co.uk.

Summary Questions

1. What are hidden layers?

2. How do you determine if your weights and biases are well chosen? (Hint:
recall the section on the MSE.)

3. Explain your group’s project to your family!

6.5 Bonus Topic: Game Theory

The Game Theory topic, which we unfortunately ran out of time this year
before we could cover, is outlined in the next few pages. Have a read yourself
and try some of the exercises.
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7 Bonus Topic: Game Theory

The Ultimatum Game: Split up into pairs. I will randomly select one
of each of you to be the giver, and one the receiver. The giver has 1 euro -
they can elect to give any amount to the receiver. If the receiver accepts -
the trade happens, and both players get their agreed upon amounts. If they
reject, it doesn’t, and both players get nothing.

• What is the givers optimal choice?

• What is the receivers optimal choice?

• What really happens?

How can we mathematically analyse games? One basic tool is finding the
Nash equilibrium of the game.

Definition. A Nash Equilibrium in a simultaneous game is a situation in
which no player in a game finds it optimal to unilaterally switch strategies,
given the strategies of the other players.

In layman’s terms, in a Nash equilibrium no one wishes that they made a
different choice when they observe the outcome.

A famous example is the Prisoners dilemma:

Suppose two rivals, Alice and Bob, have been arrested for gang activity. The
police know Alice and Bob belong to rival gangs, but don’t have much more
information than that. They have enough charges to jail both prisoners for
one year, however if one prisoner snitches on the other prisoner, the other
prisoner will be jailed for ten years. If both snitch, their evidence isn’t as
valuable so they can both be prosecuted for only five years. The police decide
to strike the following deal:
A lawyer enters Alice’s cell, while at the same time a lawyer enters Bob’s
cell. Each lawyer tells the prisoner the following: “We have evidence to lock
you up for one year. However, if you snitch on your rival we will free you
and imprison your rival for ten years. If you both snitch, you both get five
years. Your rival has the same deal.”
The prisoners have to make their choice, there and then. What should they
do?
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Represent the payoffs from this game as follows:

Bob
Quiet Snitch

Alice Quiet -1,-1 0,10
Snitch 0,-10 -5,-5

So, presenting the information of the game in this way, what is the Nash
equilibrium? It is (Snitch, Snitch).

Notice that this isn’t necessarily the optimal outcome for Alice and Bob.
It is still the equilibrium, however - the discrepancy arises due to lack of
communication between Alice and Bob, and the need for them to make their
decision simultaneously.

A true prisoner’s dilemma is typically “played” only once; otherwise it is
classified as an iterated prisoner’s dilemma. The Prisoner’s Dilemma is a
very applicable example found in numerous different areas.

The basic idea of a simultaneous 2× 2 game can be used as a basic model in
a whole host of situations, two of which we will explore today.

7.1 US Politics

It is relatively easy to model politics as the “games” can typically be viewed
as simultaneous with a low number of actors, each with a low number of
possible actions. We will consider a very simplified model; two actors, each
with two choices. Let’s begin at the first presidential debate in the run-up
to the 2016 elections:

Hillary
Retaliate Don’t Retaliate

Trump Mock 3,2 4,3
Don’t Mock 2,1 1,4

These payoffs are now ordinal : the numeric value they carry is just to indicate
each player’s personal preference. They do not correspond to any sort of
numerical payoff!
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Trump’s strategy is relatively easy to quantify: Trump does not do well in
lengthy debates based on policy, and instead relies on inflammatory state-
ments designed to grab the attention of his viewers. Therefore his preference
order is:

(M, D. R) > (M, R) > (D. M, R) > (D. M, D. R).

Hillary, on the other hand, does best answering complex questions and can
easily direct a calm, serious discussion in her favour. Her preference order is:

(D. M, D. R) > (M, D. R) > (M, R) > (D. M, R).

There is one point here where the model can be adapted: my choice for
Hillary that, when being mocked, “Don’t Retaliate” is more favourable than
“Retaliate”. The reasoning for this is based on past presidential debates,
before 2016. These debates were typically a calm and measured discussion
on technicalities of policy the two candidates planned to enact, if they were
elected. To some extent, based on Hillary’s campaigning in the weeks leading
up to the debate, this is what she expected – so she values keeping the
discussion civil and “presidential” more than scoring points by personally
attacking Trump.

• What is the Nash Equilibrium for this game?

• How does this compare to what actually happened?

• How could you modify this model?

Another example is the first presidential debate of the 2020 election cycle;
Biden versus Trump. After seeing the outcome of the 2016 presidential de-
bates, Biden’s strategy (and the simple fact of who he is, compared to Hillary)
is markedly different to Hillary’s:

Biden
Escalate Don’t Escalate

Trump Interrupt 3,2 4,1
Don’t Interrupt 2,4 1,3

Trump’s strategies, payoffs, and preferences (basically) have not changed –
he planned to tackle this debate exactly as he had done in the past. One
key difference is now Biden’s strategy choices – to escalate, or not escalate.
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Most notably, Biden saw the outcome of Hillary’s debate, so I propose this
altered the order of his preferences:

(D. I, E) > (D. I, D. E) > (I, E) > (I, D. E).

Biden is not as strong nor as forceful a public speaker as Hillary, and the
events of 2020 (and Trump’s own portrayal of Biden as weak and ineffectual)
cause him to value escalation over no escalation, to prove he is capable of
facing Trump head-on. In addition, the “presidential” factor Hillary might
have attempted to preserve in her debate was no longer needed in 2020, as
Trump is now the incumbent and Biden the “newcomer”.

• What is the Nash Equilibrium for this game?

• How does this compare to what actually happened?

• How could you modify this model?

Example. Recently the US Senate voted to pass a budget resolution that
paves the way for Congress to approve President Biden’s $1.9 trillion Covid
stimulus package. The vote was quite contentious, with 50 votes for the
bill (48 Democrats & 2 Independent senators) and 50 votes against (all 50
Republicans). Vice President Kamala Harris cast the tie-breaking vote to
approve the resolution.

How would you produce a simplified model of this situation? Take the fol-
lowing table:

Republicans
Vote For Vote Against

Democrats Vote For , ,
Vote Against , ,

Take into account the possible long term strategies of the Democrats & Re-
publicans (especially since this is the first month of Biden’s 4 year presi-
dency). Answer the following questions:

• What is the Nash Equilibrium for your game?

• How does this compare to what actually happened?
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• What are some shortcomings of your model? I.e. what aspects of “the
real world” are not accounted for?

• How could you modify this model?

7.2 UK Politics

Coming closer to home, we will now discuss Brexit. We will first look at
some of the game theory in this article.

Example. How would you model the EU-UK relationship? Start with this
table:

EU
Generous Punitive

UK Deal , ,
No Deal , ,

Is that all there’s going between the EU & the UK at the moment? Consider
the current vaccine row, now after Brexit and definitively in the new stage
of the EU-UK relationship:

EU
Block Exports Allow Exports

UK Share Vaccine , ,
Keep Vaccine , ,

• How would you model this situation?

• What is the Nash Equilibrium for your game?

• How does this compare to what actually happened?

• What are some shortcomings of your model? I.e. what aspects of “the
real world” are not accounted for?

• How could you modify this model?
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